
Develop, deploy and 
scale AI applications 
with watsonx.ai
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The enterprise-grade AI 

developer studio
1

2
Streamline the development of AI applications
hChoose and customize models

hApply agentic frameworks to applications

hOptimize RAG-based applications

3 Deploy and monitor AI applications at scale
hDeveloper choice

hComprehensive governance

hDeployment extensibility and flexibility
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Challenges of leveraging AI in the enterprise
hDisparate data and tooling

hLack of knowledge and/or skills 

hNo flexibility or choice when building



AI building blocks 
to the future 

watsonx.data

watsonx.ai

watsonx.governance

Guardium AI Security

watsonx.ai

watsonx Orchestrate

Data

Models and
AI ApplicationsAgents

GovernanceAssistants

AI Use Cases

watsonx Orchestrate

Concert



Generative AI powered by your enterprise data can unlock distinct value across usecases

Customer Experience

Customer service
33% increase in 

agent efficiency

Customer/citizen service

800 hours saved 

each month

Digital labor

Human resources
Reduced time from résumé 

submission to offer by 75%

Procurement

Over USD 40 million in cost 

savings and avoidance

IT operations

Application modernization
Gained 30% productivity

Application modernization

1,500 hours of manual 

labor saved yearly

IBM ROI: $3.5 billion 
saved

Marketing
67% content creation 

efficiency gain for 

supported asset types

Supply chain 

Reduced supply chain 

costs by USD 150 million

IT operations

90% of time saved 

understanding and 

documenting code.



INSURANCE CLAIMS 
TRIAGE BOT

Use case: Calls pricing API + 
fraud score before routing claim

Business problem: A manual 
triage by an employee needs 3 
systems & human rules; which 
delays first-notice-of-loss

Feature Usage: Agentic RAG

Expected business outcome: 40 
% faster triage, +15 % straight-
through processing

Generative AI in 
action with real 
business impact 



Retail Graph RAG system for 
personalized recommendations

Use case: Calls pricing API + 
fraud score before routing claim

Business problem: retail 
recommendation systems treat 
each interaction in isolation. 
Buy wireless earbuds? Here are 
more earbuds. But what about 
the phone case, power bank, or 
cleaning kit to increase upsells 
and cross-sells

Feature Usage: Graph RAG and 
chat function

Expected business outcome: 
TBD

Generative AI in 
action with real 
business impact 



The opportunity 

available for businesses

1/3
of gen AI interactions 

will use action models 

and autonomous agents 

by 2028 1

1B
net new applications 

will be fueled by gen AI 

by 2028 2

72%
of top performing CEOs 

say their competitive 

advantage rests in 

advanced generative AI3
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Innovation Scale Opportunity

1 Gartner Press Release, 11 March 2024.

2 2024 Developer Survey, Stack Overflow, May 2024.

3 6 Hard Truths CEOs Must Face, IBM Institute for Business Value, May 2024

https://www.gartner.com/en/newsroom/press-releases/2024-03-11-gartner-predicts-one-third-of-interactions-with-genai-services-will-use-action-models-and-autonomous-agents-for-task-completion-by-2028
https://survey.stackoverflow.co/2024/
https://www.ibm.com/thought-leadership/institute-business-value/en-us/c-suite-study/ceo


Challenges when 
scaling AI applications

Skills and talent gaps
80% of the engineering 

workforce will need to upskill by 

2027 to remain relevant 5

Multiple 

stakeholders

Deployment and 

scaling difficulties 

Increased risk
42% of developers do not 

trust the accuracy of generative 

AI tool output 6

Disparate tools 

and data
72% of developers use 

between five and 15 tools 

to create an AI enterprise 

application 4

Lack of flexibility and 

choice

4 Enterprise AI Development: Obstacles & 
Opportunities , IBM and Morning Consult, 8 Jan 2025.
5 Gartner Says Generative AI will Require 80% of 
Engineering Workforce to Upskill Through 2027 , 
Gartner, 3 October 2024.
6 2024 Developer Survey, Stack Overflow, May 2024. 8

https://filecache.mediaroom.com/mr5mr_ibmnewsroom/198591/Enterprise%20AI%20Development%20Survey.pdf
https://www.gartner.com/en/newsroom/press-releases/2024-10-03-gartner-says-generative-ai-will-require-80-percent-of-engineering-workforce-to-upskill-through-2027
https://survey.stackoverflow.co/2024/


Put AI to work with watson x.

IBM watsonx is a portfolio of AI products that accelerates the impact of 

generative AI in core workflows to drive productivity.



Developer toolkit: 

Tools, frameworks, templates, deployments

Model 

Customization

10Streamline AI development with watsonx.ai

watsonx.ai delivers 

core capabilities in 

the AI stack 

AI applications, agents and assistants

End to End Agent- and ML-Ops management

Models

Hybrid cloud platform

Integrated 

Observability 

and Evaluation

Developer toolkit: 

Tools, frameworks, templates, deployments

Model 

Customization

10Streamline AI development with watsonx.ai

AI applications, agents and assistants

Integrated Observability and Evaluation:

AgentOps and AI/MLOps

Models

Hybrid cloud platform



Gen AI: Streamline development and deployment of 

AI applications

watsonx.ai: for AI engineers to develop Gen AI applications and Machine learning models 

Testing

Application development

Monitoring 

Integration

Gen AI Application
Development

Deployment

Model selection & customization

Testing

Model training

Monitoring 

Integration

Machine Learning
Development

Deployment

Data Collection 
and Preparation

Data Science and Machine learning: Streamline 

development and deployment of ML models



Streamline the 

development of AI 

applications with 

watsonx.ai

12Streamline AI development with watsonx.ai

Deployment and 

scalability 

Model customization

Application 

development

Model selection



Model selection

Access any model, 

anywhere

IBM offers a highly 

curated libraryiwith IBM-

built, open-source and 

third -party options via 

Model Gateway

13Streamline AI development with watsonx.ai

Model as a 
service

Deploy on-
demand 
catalog

Bring your own 
custom models

OOTB hosted models

Available in multi -tenant, dedicated SaaS and 

on premises.

Bring your own model 

(BYOM) 

Import compatible model 

weights or tuned models for 

direct inference.

Models hosted by third parties 

Access external models via 

secure router.

Model gateway



Model selection

Model Gateway -

Access any model, 

anywhere

14Streamline AI development with watsonx.ai

Å Access to SOTA frontier 
models from leading AI 
labs like OpenAI, 
Anthropic, and more.

Å Provide the URL & 
credentials, the query is 
routed to the provider of 
your choice through 
OpenAI API compatible 
endpoints 

Å Seamless switch between 
model providers

Å Build added security and 
governance into your 
inferencing workloads



Model selection

Models hosted in 

watsonx.ai through the 

foundation model library

15Streamline AI development with watsonx.ai



Model customization

Choosing the optimal 

customization method 

involves a balance 

between costs, 

performance and data 

requirements

16Streamline AI development with watsonx.ai

Context Customization Model Customization
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Prompt 
Engineering

Leverage few shot text 
examples in the 
352037 ¤[Xv6 2' 
examples)

Prompt Tuning
Retrieval 

Augmented 
Generation(RAG)

Create a prompt vector while keeping the 
81%&5/<,1( 02%&/ '52=&1 ¤[XXv6-[XXXv6 2' 
examples)

Agentic workflows

Enable LLMs to build step-by-step plans, 
leading to a path to tackle more complex 
problems one step at a time. RAG can be 
used as a tool available to the agent as a 
part of agentic workflows

Parameter 
Efficient Fine 

tuning

Changes adapters 
weights for specific 
tasks, model is frozen 
(LoRA, QLoRA)

Full fine tuning

Changes model 
weights for specific 
tasks

Custom Pre-
training

Train a custom 
foundation model 
'520 6$5!7$+k [XXv6 
D? 72 [Xv6 Q?¥



Model customization

Customize models with 

your enterprise data 

without sacrificing 

performance in the 

tuning Studio

17Streamline AI development with watsonx.ai

hInsert tuning studio screenshot... sent note 
to Ashley to get better screenshot then 
what is shown in the app today

Å Optimize models for 
performance and cost

Å Ground models with 
enterprise data

Å Utilize synthetic data 
generation tooling



AI development and deployment

Accelerate time to value 

with AutoAI RAG

18Streamline AI development with watsonx.ai

Å Automate RAG pipeline 

creation 

Å Compare performance 

and accuracy 

Å Find the best RAG 

pattern in a fraction of 

the time



AI development and deployment

Data Science and 

machine learning

19Streamline AI development with watsonx.ai

Å Provide a data source 

and automate the ML 

model building process

Å Collaborative studio for 

data scientists to build, 

train and deploy 

machine learning 

models

Å Visual tools and 

workflows for data 

preparation and 

predictive machine 

learning



AI development and deployment

With watsonx.ai developers 

have the freedom of choice 

across both methodology 

and technology:

20Streamline AI development with watsonx.ai

Code looking windows

-uimage of notebook

- command line 

- Curl 

-

Å Capabilities for pro-code 
and low-code application 
development

Å Use the APIs and SDKs 
that your team is used to

Å Utilize the IDE that your 
teams use today
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Å Evaluating models, tools, and 
agents during the build stage

Å Developers can evaluate and 
experiment so that they can: 
Å Validate agent 

performance 
Å Debug their agent
Å Optimize their models, 

tools, and agent 
performance

Deploy and monitor AI applications 

at scale

Evaluate performance 
first before deployment 

Evaluation SDK
Easily compute tool quality metrics and 
support root cause analysis to investigate 
the failures within agentic applications 
with 3 simple steps 

1. Install evals SDK

3. View evaluation results

2. Run evals experiment

Experiment Tracking
Faster iteration and development by comparing 
evaluations against each agentic application

In roadmap



AI deployment

Scale and optimize your 

application deployments 

22Streamline AI development with watsonx.ai

Platform
services

Hardware 
accelerators

Deploy 
anywhere

Container 
Engine

App 
Platform

Security 
capabilities

MLOps &
LLMOps

vLLM
Distributed 
workloads

Physical Virtual Private cloud Public cloud Edge

Resource 
management

Application 
Scaling

RAG Pipelines

Watsonx.ai
AI/ML platform

Å With RedHat technology, deploy 
across different hardware 
accelerators, on-prem OEM 
servers, and cloud 
environments 

Å Integrate to real workflows with 
access to data sources, 
workloads and applications.

Å Think of day 2 operations for 
governance, management and 
automation.

Å Scale AI workloads dynamically 
across hybrid cloud using 
Kubernetes, including 
horizontal and GPU scaling with 
automated resource 
management to meet 
fluctuating demands.

Model 
Customization

Synthetic Data
Generation
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Å By adding your agent to 
watsonx.ai as an AI service, we 
make it easy to deploy single or 
multi -agent applications for 
every type of user:
Å Deploy within the UI
Å Use pre-built deployment 

templates
Å Use our CLI

Å Once deployed, you can test, 
manage, and scale your agent

Deploy and monitor AI applications 

at scale

Get your agent to 
deployment and scale 
faster with watsonx.ai



Deploy and monitor AI applications at scale

Private Preview

Tracing SDK
Simple, non-intrusive setup to enable tracing 

with 2 lines of code, with support in Python and 

TypeScript

Tracing Dashboard
Visually observe real-time trace data on agentic 

applications in production with granular detail on 

latency, token usage, cost and more

Sometimes agents fail...

Tracing and observing deployed 
models, tools, and agents 
provides critical visibility into 
real-time performance, 
reliability, and drift

watsonx empowers teams to 
gain granular visibility into their 
agentic applications through 
comprehensive tracing and 
visualization capabilities, that 
help: 

- Proactively detect issues

- Fine-tune behaviour 

- Ensure consistent outcomes 
in deployment 

© 2025 IBM Corporation | IBM watsonx
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Proactive risk mitigation

Connect stakeholders

Robust framework to 
manage regulations

Automated model 
documentation Manage AI security

Centralized visibility & 
transparency

AI governance 

and security

AI governance

Govern any model 

anywhere in the 

AI model lifecycle 

through seamless 

integration with 

watsonx.governance
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Technology integrations

Leverage a robust 

ecosystem of more than 

190 technology 

partners and model 

providers across the 

development lifecycle 

l!1% 025&



Technology Choice

Let your developer select 

their models, tools and AI 

frameworks to develop and 

deploy how and where they 

choose.

Methodology Choice

Whether your teams are 

seasoned developers, or 

business users looking to build 

for the first time, users can 

choose a UI or notebook driven 

experience to build 

applications 

Unified Studio

Whether your team is looking 

to build generative AI 

applications or design custom 

ML models, watsonx.ai offers 

capabilities for both in one 

studio.

Flexible and Scalable 

deployment

Build and deploy your AI 

solutions in the hybrid-cloud 

platform of your choice 

supported with RedHat 

technology while optimizing for 

performance and cost.

Streamline AI development with watsonx.ai 27

watsonx.ai is 

differentiated in 

the marketplace



Analysts validate 
F?Jv6 leadership in the 
AI and MLOpsmarket

Streamline AI development with watsonx.ai 28

IBM named a Leader

in 2025 Gartner Data 

Science & Machine Learning 

Magic Quadrant6

O&$2(1,=&% '25 285 wwide range of tools, 

open-source and proprietary frameworks, 

foundation models and GPU options for all 

&17&535,6& 1&&%6kx

IBM named a Leader

in 2024 IDC Marketscape for 

AI/ML Operations 7

Recognizes our strength in AI governance, 

variety of tooling for developers of various 

skill levels, and flexible deployment 

options underpinned by Red Hat OpenShift.

IBM named a Strong Performer

in Q3 2024 Forrester Waveµfor 

AI/ML Platforms 8

C255&67&5 $5&%,76 F?J :,7+ 2''&5,1( ! w21&-
stop AI platform that can run in 
!1< $/28%kx

IBM named a Strong Performer

in Q2 2024 Forrester Waveµfor AI 

Foundation Models For Language9

C255&67&5 $5&%,76 F?J :,7+ 2''&5,1( w620& 2' 

the most robust and transparent insights into 

7+& 81%&5/<,1( 75!,1,1( %!7!x '25 7+& D5!1,7& 

family of models.

6 IBM named a Leader in the 2025 Gartner® Magic Quadrantµfor Data Science and Machine Learning Platforms, IBM News, May 2025

7 IDC MarketScape: Worldwide Machine Learning Operations Platforms 2024 Vendor Assessment , IDC, November 2024.

8 AI Foundation Models Wave, Forrester, 4 June 2024.

9 AI/ML Platforms, Q3 2024 , Forrester, 28 August 2024.

https://www.ibm.com/new/announcements/ibm-named-a-leader-in-the-2025-gartner-magic-quadrant-for-data-science-and-machine-learning-platforms
https://idcdocserv.com/US51573824e_IBM
https://reprints2.forrester.com/#/assets/2/73/RES180932/report
https://reprint.forrester.com/reports/the-forrester-wavetm-ai-ml-platforms-q3-2024-765e6e8a/index.html


UFC partners with IBM to 

streamline and scale insight 

generation for 40+ live 

eventsidelivering fast, smart 

content with a 3x increase in 

insight volume and 40% 

reduction in query generation 

time

Trained multiple foundation 

models in watsonx.ai to power 

Match Chat, with the 

application capturing over 

2.7M data points and reaching 

16M fans every year

Empower procurement 

professionals to unlock 

new data and insights with 

a 360-degree view into all 

!63&$76 2' ! $203!1<v6 

business relationships.

Catalyze the decision-making 

process for new Sevilla FC 

5&$58,76 86,1( J&7!v6 23&1-

source Llama model within 

F?Jv6 watsonx.ai studio.

Streamline AI development with watsonx.ai 29

Client stories

Top enterprises are already leveraging watsonx.ai

to transform processes and experiences



Request a client briefing or demo        

Discussion and custom 
%&021675!7,21 2' F?Jv6 (&1&5!7,9& 
AI watsonx point of view and 
capabilities. Understand where 
generative AI can be leveraged 
now for impact in your business.

Free trial

Get started quickly by 
accessing AI models, data, 
and tools to build AI 
applications.

Watsonx Agentic AI bootcamp

Build and deploy an Agentic AI 
application prototype tailored to 
your enterprise use case. 
Leverage watsonx tools for low-
code, rapid prototyping of 
Agentic workflows, and ensure 
your agents operate safely and 
reliably with built -in guardrails.

Three ways to get started with watsonx.ai today
I22.,1( '25:!5% 72 72%!<v6 %,6$866,216

30Streamline AI development with watsonx.ai

2-4 hours onsite or virtual 1-2 days
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GenAI Use Cases with real business impact 

FINANCE 
ADVISOR DESK 
Q&A

Use case: Real-time answers 
on market rules & internal 
policy docs

Business problem: Advisors 
waste minutes searching 
multiple knowledge bases; 
answers quickly go out-of-
date

Expected business outcome: 
< 5 sec$203/,!17 !16:&56n ͡ 
call handle time by 30 %

INSURANCE CLAIMS 
TRIAGE BOT

Use case: Calls pricing API + 
fraud score before routing 
claim

Business problem: Manual 
triage needs 3 systems & 
human rules; delays first-
notice-of-loss

Expected business 
outcome: 40 % faster triage, 
+15 % straight-through 
processing

RETAIL PRODUCT 
COPY GENERATOR

Use case: Brand-tone 
product blurbs for 50 k SKUs

Business problem: Generic 
LLM text off-brand; full fine -
tune too costly for few-shot 
data

Expected business outcome: 
Brand-consistent copy at 
1/20th GPU cost; +10 % CTR

watson x aiwatson x ai

RAG (Vector DB) Agentic RAG PEFT (LoRA/QLoRA)

MANUFACTURING 
FAULT CODE 
ASSISTANT

Use case: Chatbot for niche 
equipment diagnostics

Business problem: Need 
deep domain vocab; 200K 
labeled logs available

Expected business outcome: 
25 % fewer line stoppages, 
2× faster root-cause 
resolution

Full fine-tuning

watson x ai watson x ai
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͢ Built with open and 

transparent technology to 

give enterprises confidence 

in their AI and meet 

regulatory compliance 

demands. 

͢ Responsible AI and 

protected data backed by 

enterprise governance and 

security controls.

͢Offers choice to train the 
right foundation 
models, including open-
source models, and the 
choice of data, tools, and 
frameworks to achieve 
desired business outcomes.

͢Run AI wherever the 
business needs to, across 
any cloud, at scale. 

IntegratedTrustedOpen

͢ Integrates technology 
seamlessly into existing 
infrastructures, systems, and 
processes with choice of 
cloud to transform the 
enterprise and drive 
productivity from within.

͢ Embedded AI for targeted 
use cases that drives 
enterprise scale productivity.

Why IBM watsonx for scaling enterprise AI to drive productivity



watson x

A portfolio of AI 

products that 

accelerates the 

impact of generative 

AI in core workflows 

to drive productivity.

watson x.ai

An enterprise-grade AI 
developer studio forAI
solutions, including AI agents, 
with a unified collection of APIs, 
SDKs, models and tooling

Featuring IBM Granite, and 
popular third -party models 
including Mixtral, Llama series

watson x Orchestrate

An enterprise-ready solution 
that helps create, deploy, and 
manage AI assistants and 
agents to automate processes 
and workflows.

watson x.data

The hybrid, open data 
lakehouse to power AI and 
analytics with all your data, 
anywhere

watson x.governance

The end-to-end AI governance 
solution for lifecycle 
governance, risk and security 
management and compliance

watson x Code Assistant

An enterprise-grade coding 
assistant seamlessly integrated 
in VS Code and IDEs to help 
accelerate new software 
development and application 
modernization with generative 
AI and automation capabilities.



Data Use trusted and performant data 

to enhance insights and AI

AI Productivity

Reinvent how work is done with 

AI agents/assistants

AI/ML Ops

Work with AI models, tools and 

(29&51!1$& 7+!7v6 #8,/7 '25 

businessiengineered to ensure 

trust and scalability in 

applications

Data Fabric

Bring all your business data 

together and optimize how it 

moves through your systems to 

scale analytics and AI in your 

applications while protecting it.

Data Storage

Store data across edge, 

core and clouds

hAI Assistants hAI Models

hAI Tools

hAI Governance

hDatabases

hData Intelligence

hData Integration

hData Security

hSoftware-defined Storage



IBM Software

Open and Trusted

Automate technology 
lifecycle management 

with AI for productivity, 
resiliency and spend 
optimization

Automation

Access trusted and 
secure data to drive 

AI productivity

DataTransaction 
Processing

Deliver unmatched 
transactional 

performance, security 
and reliability

Hybrid Cloud

Unify on-prem, public, 
private clouds and 

edge to scale 
virtualization and AI 
across environments



IBM Granite

A family of open, performant 
and trusted AI models to 
accelerate enterprise AI 
adoption 

Open

ςOpen sourced under 

Apache 2.0

ςTransparency of data, 

training methods

ςCustomize with your data

Performant

ςDiverse range of fit-for-

purpose models

ςDesigned for scalability

Trusted

ςIP indemnification

ςResponsible and safe 

AI

ςGuardrails to secure 

data and mitigate risks 

Granite-3.0-8B-Instruct

Granite-3.0-2B-Instruct
Granite-3.0-3B-A800M

Granite-3.0-1B-A400M

Granite-Guardian-3.0-8B

Granite-Guardian-3.0-2B Granite-3.0-8B-Instruct -

Accelerator

Large Language Models
(LLMs) for enterprise

Inference -efficient 
Mixture of Experts 
(MoE)

Guardrail 
models

Speculative 
decoding 
models

Time-
series 
models

Geospatial 
models

Granite family of models

38Streamline AI development with watsonx.ai

Model selection



Language-based tasks 

Retrieval-augmented generation 

(RAG), summarization, content 

generation, insight extraction and 

classification based on documents or 

dynamic content.

Example: Building a Q&A resource 

from a broad knowledge base, 

providing customer service 

assistance

Agentic workflows 

Automate tasks, streamline 

processes and enhance operational 

efficiency with AI agents for 

business.

Example: Autonomous HR agents 

to support employees, talent 

acquisition and onboarding 

Code

Optimize the software development 

lifecycle with code-generative tasks, 

including code generation, code 

explanation and code editing.

Example: AI-generated code 

recommendations; IT application 

modernization from COBOL to Java

39

Time series 

Time-series forecasting to easily 

analyze current data to make 

predictions and help make informed 

decisions.

Example: Predicting future customer 

demand for a given product and 

period using historical sales and 

other data sources

Geospatial

Uncover patterns and trends 

in geographic data.

Example: NASA and IBM teamed up 

to create an AI foundation model for 

Earth observations using large-scale 

satellite and remote sensing data

Safety

Safeguard AI with models ensuring 

enterprise data security and mitigate 

risks across a variety of user prompts 

and LLM responses.

Example: AI compliance with 

regulatory requirements in 

financial services, healthcare

and government

Granite is optimized for 

enterprise use cases

Power key generative AI 

tasks to drive your enterprise 

use cases.

Model selection

Streamline AI development with watsonx.ai



Llama 4: Leading multimodal intelligence 
Newest model suite offering unrivaled speed and efficiency

Natively multimodal 

with 1M context length

LLAMA 4

Maverick

17Bactive parameters 

128experts

400Btotal parameters

LLAMA 4

Scout

Industry leading 10M context length 

Optimized inference

17Bactive parameters

16experts

109Btotal parameters



A 17B active parameter 

model with 128 experts, is 

the industry-leading multimodal model 

and the most intelligent Llama model 

we offer today.

Offers image and text understanding 

with groundbreaking intelligence 

and fast responses 

at a low cost.

Offers context window of 1M.

Maverick
LLAMA 4

Llama 4 models are designed with native 

multimodality, incorporating early fusion to 

seamlessly integrate text and vision tokens into a 

unified model backbone.

Natively multimodal

Pre-trained and fine-tuned for unrivaled 

text understanding across 12 languages:

ω Arabic, English, French, German, 

Hindi, Indonesian, Italian, Portuguese, Spanish, 

Tagalog, Thai, and Vietnamese. 

ω Image understanding is English-only

Multilingual writing

A 17B active parameter 

model, with 16 experts, 

is the class-leading multimodal 

model and more powerful than all 

previous generation Llama models.

Can be configured to fit in a single 

NVIDIA H100 GPU. 

Offers an industry-leading context 

window of 10M 

for seamless long 

document analysis.

Scout
LLAMA 4

A

Llama 4 offers best-in-class capabilities

EXECUTIVE SUMMARY



Llama essentials

LLAMA 4

LLAMA 
VERSION 3.1 3.1 3.2 3.2 3.2 3.2 3.3 4.0 4.0

Key 
features and 
performance

Light-weight, 
ultra-fast model 
you can run 
anywhere.

Superior 
reasoning and 
understanding 
capabilities

Quick processing 
for on-device 
applications

Efficient text 
generation and 
tool use for edge 
devices

Multimodal 
capabilities for 
text and image 
inputs, also 
efficient for 
non-visual 
tasks

Advanced visual 
reasoning and 
text analysis, 
efficient for non-
visual tasks

Optimized for 
multilingual 
dialogue and 
complex 
reasoning tasks

Natively multimodal; 
superior text and 
visual intelligence, 
Mixture of Experts 
(MoE) model; 
supports 12 
languages; 
10M context window; 
single H100 GPU 
efficiency

Natively 
multimodal; 
superior text and 
visual intelligence, 
Mixture of Experts 
(MoE) model; 
supports 12 
languages; fast 
responses at a low 
cost

Model size 8B 405B 1B 3B 11B Vision 90B Vision 70B
Scout 
17B (Activated) 
109B (Total)

Maverick 
17B (Activated) 
400B (Total)

Example 
use cases

Long-form text 
summarization, 
multilingual 
conversational 
agents, and 
coding 
assistants

Personalized 
tutoring 
systems

Summarization, 
instruction 
following

Real-time data 
processing, image 
captioning, 
document 
analysis, 
customer-facing 
chatbots

Personalized 
tutoring 
systems

Visual search, 
medical imaging

Logical 
reasoning, 
coding

Translation service, 
multi -image analysis, 
and long document 
analysis

General assistant, 
chat use cases and 
multi -image 
analysis 

NEW NEW
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Model selection

IBM Granite-8B-Instruct 

performance comparisons

Comparison on 
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AI governance

Test and compare AI 

assets with 

watsonx.governance

Model evaluation
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AI governance

Detect and manage 

model risk with 

watsonx.governance

Guardrails


